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Motivation
Large Audio Language Models (LALMs) excel at speech understanding [3, 2] but often over-rely on
linguistic content, underutilizing prosodic and paralinguistic cues [1]. Existing benchmarks frequently
mask this lexical bias because target labels correlate heavily with explicit emotional words, allowing
models to achieve high accuracy without proper acoustic processing.

Although benchmarks like LISTEN [1] expose this issue, no large-scale dataset currently exists to
teach LALMs to balance lexical and acoustic cues. Addressing this requires targeted training data and an
adaptation strategy that enhances acoustic sensitivity while preserving general speech capabilities.

Objectives
1. Curate a controlled emotion-understanding dataset featuring lexically neutral speech, aligned

cues, conflicting cues (e.g., sarcasm), and nonverbal vocalizations.

2. Develop a curriculum-based fine-tuning strategy for an existing LALM.

Prerequisites
• Strong programming skills in Python and experience with PyTorch

• Optional: Prior experience working with Large Language Models

• Optional: Participation in the ISS Deep Learning Lab

If you are interested, please send an email to discuss the project in more details. Kindly include your
current transcript of records and CV.

Marwan Farag
marwan.farag@iss.uni-stuttgart.de
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