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Motivation

Large Audio Language Models (LALMs) encode long audio recordings into thousands of tokens, resulting
in high memory consumption and inference latency. AudioMarathon shows that token pruning can
improve efficiency [2], but aggressive pruning may remove brief or task-relevant acoustic information
and considerably reduce answer accuracy.

Existing training-free methods such as FastV [1], which retains high-attention tokens, and DART [3],
which removes similar tokens, do not directly measure how each token affects the generated answer. This
thesis therefore proposes learning a hard token-pruning network, allowing it to retain tokens that are
most useful for answering the given question.

Objectives

1. Develop a lightweight, question-aware network that learns to select a fixed subset of audio tokens.

2. Evaluate the proposed method on AudioMarathon against FastV, DART, and uniform frame sampling
in terms of answer accuracy, retained tokens, latency, and memory consumption.

Prerequisites
¢ Strong programming skills in Python and experience with PyTorch
¢ Optional: Prior experience working with Large Language Models

* Optional: Participation in the ISS Deep Learning Lab

If you are interested, please send an email to discuss the project in more details. Kindly include your
current transcript of records and CV.

Marwan Farag
marwan.farag@iss.uni-stuttgart.de
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