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Motivation

Radiology report generation aims to automatically draft the findings section of chest X-ray reports. Vision-language models
such as LLaVA-Rad have made progress, yet a single generated report can still omit findings or hallucinate abnormalities
absent from the image. Because decoding is stochastic, sampling N candidates at different temperatures yields a pool with a
clinically better report than any single decode. The quality of this best-of-N strategy is bounded not by the generator but by
the mechanism selecting among the N candidates: the verifier.

For this thesis, a candidate pool is provided: reports sampled from LLaVA-Rad at different temperatures, generated at a high
N and freely subsamplable to any pool size. The task is to turn these N proposals into one: given N reports, how should a
system select the clinically safest and most complete report, and can it do better by synthesizing a refined report from the
candidates? RadEval provides the scoring signals and the reference-based evaluation.

Objectives

• Quantify the oracle best-of-N upper bound on the provided candidate pools using CheXbert-based clinical efficacy and
RadEval, establishing the achievable performance ceiling that motivates the verifier task.

• Implement a verifier framework that maps the N candidate reports to a single final report maximizing CheXbert-F1. The
approach is open — a trained reward model, an LLM-as-judge, ensembling, or report synthesis — and must be justified
and analyzed in the thesis.

• Compare the framework against non-learned baselines (metric ensembles, LLM-as-judge) on MIMIC-CXR, evaluate
final reports with CheXbert-based clinical efficacy and RadEval (incl. RadGraph-F1), and analyze robustness across
pathologies, temperatures, and candidate pool sizes.

Prerequisites

• Solid background in machine learning or signal processing

• Good programming skills in Python and experience with PyTorch

• Confidence in reading and understanding research papers

If this topic has sparked your interest, write me an email and we can discuss the proposal in more detail. Please include your
current transcript and CV.
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