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Motivation
Audio Language Models (ALMs) combine pretrained Large Language Models (LLMs) with audio encoders
to process speech [3]. Unlike text, audio has a much higher token density (25–50 tokens/second versus
roughly 1.3 tokens/word), making long-form audio computationally expensive for LLMs [2].

Recent work improves efficiency through hard token pruning [2, 1]. However, none has explored
learning a compact audio representation that preserves only the information necessary to answer a given
question.

In this thesis, the student will investigate learning such a compressed representation to enable more
efficient audio question answering while maintaining or improving answer quality.

Objectives
• Design and train a (lightweight) autoregressive encoder that learns a compact audio representation

containing the necessary and sufficient information to answer a given question.

• Evaluate the proposed approach against existing baselines in terms of question answering accuracy
and inference latency.

Prerequisites
• Strong programming skills in Python and experience with machine learning frameworks (preferably

PyTorch)

• Optional: Prior experience working with Large Language Models

• Optional: Participation in the ISS Deep Learning Lab

If you are interested, please send an email to discuss the project in more details. Kindly include your
current transcript of records and CV.

Marwan Farag
marwan.farag@iss.uni-stuttgart.de
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